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Abstract. The majority of arti�cial neural networks are static and life-
less and do not change themselves within a learning environment. In these
models learning is seen as the process of obtaining the strengths of con-
nections between neurons (i.e. weights). We refer to this as the 'synaptic
dogma'. This is in marked contrast with biological networks which have
time dependent morphology and in which practically all neural aspects
can change or be shaped by mutual interactions and interactions with
an external environment. Inspired by this and many aspects of neuro-
science, we have designed a new kind of neural network. In this model,
neurons are represented by seven evolved programs that model particular
components and aspects of biological neurons (dendrites, soma, axons,
synapses, electrical and developmental behaviour). Each network begins
as a small randomly generated network of neurons. When the seven pro-
grams are run, the neurons, dendrites, axons and synapses can increase
or decrease in number and change in interaction with an external en-
vironment. Our aim is to show that it is possible to evolve programs
that allow a network to learn through experience (i.e. encode the ability
to learn). We report on our continuing investigations in the context of
learning how to play checkers.

1 Introduction

Arti�cial Neural Networks (ANNs), though inspired by the brain have largely
ignored many aspects of biological neural systems. Originally, there were good
reasons for this. Simple models were required that could be executed on rela-
tively slow computers. However, the computational power of modern computers
has made more complex neuro-inspired approaches much more feasible. At the
same time, our understanding of neuroscience has increased considerably. In our
view two of the most important aspects that we should consider incorporating
are neural development and time-dependent morphology. Marcus argues con-
vincingly about the importance of development "mechanisms that build brains
are just extensions of those that build the body" [8]. It is also becoming more
apparent that sub-processes of neurons are highly time-dependent so that many
structures are in a constant state of being re-built and changed [12]. Indeed
memory itself is not a static process and the location and mechanisms responsi-
ble for remembered information is in constant (though, largely gradual) change.
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The act of remembering is a process of reconstructing and changing the original
structure that was associated with the original event [10].

Various studies have shown that "Dendritic trees enhance computational
power" [6]. Neurons communicate through synapses which are not merely the
point of connection between neurons [3]. They can change the strength and shape
of the signal over various time scales. We have taken the view that the time de-
pendent and environmentally sensitive variation of morphology and many other
processes of real neurons is very important and models are required that in-
corporate these features. In our model a neuron consists of a soma, dendrites,
axons with branches and dynamic synapses and synaptic communication. Neu-
rite branches can grow, shrink, self-prune, or produce new branches to arrive at
a network whose structure and complexity is related to properties of the learning
problem [1].

Our aim is to �nd a set of computational functions that can allow the above
characteristics and in so doing, allow us to build a neural network that is capable
of learning through experience. Thus we aim to �nd a way of giving the network
an ability to learn, so that by repeated experience a network can improve its
capability to solve a range of problems. Such a network would be very di�er-
ent from conventional ANN models as the network would be self-training and
constantly adjust itself over time in response to external environmental signals.

From our studies of neuroscience, we have identi�ed seven essential com-
putational functions that need to be included in a model of a neuron and its
communication mechanisms [4]. From this we decided what kind of data these
functions should work with and how they should interact, however we cannot
design the functions themselves. So we turned to an automatic method of pro-
gram design, namely, Genetic Programming [7] to help us with this problem.
In particular, we have used a a well established and e�cient form of Genetic
Programming called Cartesian Genetic Programming (CGP) in which programs
are represented by directed acyclic graphs[9]. In CGP the genotype is a �xed
length list of integers, which encode the function of nodes and the connections
of a directed graph.

In order to evaluate the e�ectiveness of this approach we have previously
applied it to a classic AI problem called wumpus world [5]. We found that the
agents improved with experience and exhibited a range of intelligent behaviours.
In this paper we have turned our attention to a much more serious problem in
AI that has been studied ever since the beginnings of AI, namely computer
checkers. The approach taken in AI to obtaining programs that could play such
games at a high level was originally developed by Shannon [11]. He developed
the idea of using a game tree of a certain depth and advocated using a board

evaluation function. This function allocates a numerical score according to how
good a board position is for a player. Once this is obtained a method of minimax
can be used [2]. This works by propagating scores up the game tree to determine
the optimum move for either player.

Since we are interested in how a single computational agent can learn how
to play checkers in its lifetime we have not used a board evaluation function
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or minimax. Instead our checkers playing agents start from a small random
network at the beginning of each game and through the running of its neural
developmental programs builds a network that makes its moves. In other words,
our agents grow up playing checkers

The plan of the paper is as follows. Section 2 gives a discussion of some
important aspects of neuroscience that we have included in our computational
network. Section 3 describes the CGP computational network (CGPCNN). In
section 4 we present our results and �ndings and in section 5 our concluding
remarks and observations.

External output

External Input

Fig. 1. On the top left a grid is shown containing a single neuron. The rest of the
�gure is an exploded view of the neuron is given. The neuron consists of seven evolved
computational functions. Three are electrical and process a simulated potential in the
dendrite (D), soma (S) and axo-synapse branch (AS). Three more are developmental
in nature and are responsible for the life-cycle of neural components (shown in grey).
They decide whether dendrite branches (DBL), soma (SL) and axo-synaptic branches
(ASL) should die, change, or replicate. The remaining evolved computational function
(WP) adjusts synaptic and dendritic weights and is used to decide the transfer of
potential from a �ring neuron (dashed line emanating from soma) to a neighbouring
neuron

2 The CGP Computational Network (CGPCN)

This section describes in detail the structure of the CGPCN, along with the rules
and evolutionary strategy used to run the system.

In the CGPCN neurons are placed randomly in a two dimensional spatial
grid so that they are only aware of their spatial neighbours (as shown in �gure
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1). Each neuron is initially allocated a random number of dendrites, dendrite
branches, one axon and a random number of axon branches. Neurons receive
information through dendrite branches, and transfer information through axon
branches to neighbouring neurons. The dynamics of the network also change
since branches may grow or shrink and move from one CGPCN grid point to
another. They can produce new branches and can disappear, and neurons may
die or produce new neurons. Axon branches transfer information only to dendrite
branches in their proximity. Electrical potential is used for internal processing of
neurons and communication between neurons and we represent it as an integer.

Health, Resistance, Weight and Statefactor
Four variables are incorporated into the CGPCN, representing either fun-

damental properties of the neurons (health, resistance, weight) or as an aid to
computational e�ciency (statefactor). The values of these variables are adjusted
by the CGP programs. The health variable is used to govern replication and/or
death of dendrites and connections. The resistance variable controls growth
and/or shrinkage of dendrites and axons. The weight is used in calculating the
potentials in the network. Each soma has only two variables: health and weight.
The statefactor is used as a parameter to reduce computational burden, by
keeping some of the neurons and branches inactive for a number of cycles. Only
when the statefactor is zero the neurons and branches are considered to be active
and their corresponding program is run. The value of the statefactor is a�ected
indirectly by CGP programs.

2.1 Inputs, Outputs and Information Processing in the Network

The external inputs (encoding a simulated potential) are applied to the CGPCN
and processed by the axo-synapse program, AS. These are distributed in the
network in a similar way to the axon branches of neurons. When AS is executed,
it modi�es the potentials of neighbouring active dendrite branches. We obtain
output from the CGPCN via dendrite branches. These branches are updated
by the AS program of neurons and after �ve cycles the potentials produced are
averaged and this value (Fig 1) is used as the external output.

Information processing in the network starts by selecting the list of active
neurons in the network and processing them in a random sequence. Each neuron
take the signal from the dendrites by running the electrical dendrite branch pro-
gram. The signals from dendrites are averaged and applied to the soma program
along with the soma potential. The soma program is executed to get the �nal
value of soma potential, which decides whether a neuron should �re an action
potential or not. If soma �res, an action potential is transferred to other neurons
through axosynaptic branches. The same process is repeated in all neurons.

2.2 CGP Model of Neuron

In our model neural functionality is divided into three major categories: electrical
processing, life cycle and weight processing. These categories are described in
detail below.
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Electrical Processing

The electrical processing part is responsible for signal processing inside neu-
rons and communication between neurons. It consists of dendrite branch, soma,
and axo-synaptic branch electrical chromosomes.

The dendrite program D handles the interaction of dendrite branches belong-
ing to a dendrite. It take active dendrite branch potentials and soma potential
as input and the updates their values. The Statefactor is decreased if the update
in potential is large and vice versa. If any of the branches are active (has its
statefactor equal to zero), their life cycle program (DBL) is run, otherwise it
continues processing the other dendrites.

The soma program S determines the �nal value of soma potential after re-
ceiving signals from all the dendrites. The processed potential of the soma is
then compared with the threshold potential of the soma, and a decision is made
whether to �re an action potential or not. If it �res, it is kept inactive (refractory
period) for a few cycles by changing its statefactor, the soma life cycle chromo-
some (SL) is run, and the �ring potential is sent to the other neurons by running
the AS programs in axon branches.

AS updates neighbouring dendrite branch potentials and the axo-synaptic
potential. The statefactor of the axosynaptic branch is also updated. If the axo-
synaptic branch is active its life cycle program (ASL) is executed.

After this the weight processing program (WP) is run which updates the
Weights of neighbouring (branches sharing same grid square) branches. The
processed axo-synaptic potential is assigned to the dendrite branch having the
largest updated Weight.

Life Cycle of Neuron

This part is responsible for replication or death of neurons and neurite
branches and also the growth and migration of neurite branches. It consists
of three life cycle chromosomes responsible for the neuron and neurites develop-
ment.

The two branch chromosomes update Resistance and Health of the branch.
Change in Resistance of a neurite branch is used to decide whether it will grow,
shrink, or stay at its current location. The updated value of neurite branch
Health decides whether to produce o�spring, to die, or remain as it was with an
updated Health value. If the updated Health is above a certain threshold it is
allowed to produce o�spring and if below certain threshold, it is removed from
the neurite. Producing o�spring results in a new branch at the same CGPCN
grid point connected to the same neurite (axon or dendrite).

The soma life cycle chromosome produces updated values of Health and
Weight of the soma as output. The updated value of the soma Health decides
whether the soma should produce o�spring, should die or continue as it is. If the
updated Health is above certain threshold it is allowed to produce o�spring and
if below a certain threshold it is removed from the network along with its neu-
rites. If it produces o�spring, then a new neuron is introduced into the network
with a random number of neurites at a di�erent random location.
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3 Experimental Setup

The experiment is organized such that an agent is provided with CGPCN as its
computational network and is allowed to play �ve games against a minimax based
checker program (MCP). The initial population of �ve agents (Evolutionary
strategy 1+�, with � set to 4) each starting with a small randomly generated
initial network and randomly generated genotypes. The agents each play �ve
games of checkers against the MCP. So in every game the agent starts with
a developed network from previous (unless it is the �rst game in which case
it begin with a random network) game and is allowed to continue to develop
during the �ve game series. The genotype corresponding to the agent with the
highest average �tness at the end of �ve games is selected as the parent for
the new population. Four o�spring formed by mutating the parent are created.
Any learning behaviour that is acquired by an agent is obtained through the
interaction and repeated running of the seven chromosomes within the game
scenario.

The MCP always plays the �rst move. The updated board is then applied
to an agent's CGPCN. The potentials representing the state of the board are
applied to CGPCN using the axosynapse(AS) chromosome. Input is in the form
of board values, which is an array of 32 elements, with each representing a
playable board square. Each of the 32 inputs represents one of the following �ve
di�erent values depending on what is on the square of the board(represented
by I). The values taken by I are as follows: if empty I=0, if king I=Maximum
value(M) 232 � 1, if piece I=(3/4)M, if opposing piece I=(1/2)M, and �nally if
opposing king, I=(1/4)M. The board inputs are applied in pairs to all the sixteen
locations in the 4x4 CGPCN grid (i.e. two virtual axo-synapse branches in every
grid square). The CGPCN is then run for �ve cycles. During this process it
updates the potentials of the dendrite branches acting as output of the network.
Output is in two forms, one of the outputs is used to select the piece to move and
second is used to decide where that piece should move. Each piece on the board
has an output dendrite branch in the CGPCN. All pieces are assigned a unique
ID, representing the CGPCN grid square where its branch is located. Each of
these branches has a potential, which is updated during CGPCN processing. The
values of potentials determine the possibility of a piece to move, the piece that
has the highest potential will be the one that is moved, however if any pieces
are in a position to jump then the piece with the highest potential of those will
move. Note that if the piece is a king and can jump then, according to the rules
of checkers, this takes priority. Once again if two pieces are kings and each could
jump the king with the highest potential makes the jumping move. In addition,
there are also �ve output dendrite branches distributed at random locations in
the CGPCN grid. The average value of these branch potentials determine the
direction of movement for the piece. Whenever a piece is removed its dendrite
branch is removed from the CGPCN grid.

The game is stopped if either the CGPCN of an agent or its opponent dies
(i.e. all its neurons or neurites dies), or if all its or opponent players are taken,
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or if the agent or its opponent can not move anymore, or if the allotted number
of moves allowed for the game have been taken.

CGP Computational Network (CGPCN) Setup
The CGPCN is arranged in the following manner for this experiment. Each

player CGPCN has neurons and branches located in a 4x4 grid. Initial number of
neurons is 5. Maximum number of dendrites is 5. Maximum number of dendrite
and axon branches is 200. Maximum branch statefactor is 7. Maximum soma
statefactor is 3. Mutation rate is 5%. Maximum number of nodes per chromosome
is 200. Maximum number of moves is 20 for each player.

Fitness Calculation
Both the agent and the software is allowed to play a limited number of moves

and their �tness is accumulated at the end of this period using the following
equation:

Fitness = A + 200NK + 100NM � 200NOK � 100NOM + NMOV , Where NK represents the
number of kings, and NM represents number of men of the current player. NOK
and NOM represent the number of kings and men of the opposing player. NMOV
represents the total number of moves played. A is 1000 for a win, and zero for
a draw. To avoid spending much computational time assessing the abilities of
poor game playing agents we have chosen a maximum number of moves. If this
number of moves is reached before either of the agents win the game, then A
=0, and the number of pieces and type of pieces decide the �tness value of the
agent.

Fig. 2. Fitness of CGPCN playing checkers against MCP over the course of evolution
(left), and average �tness variation of high evolved agent against less evolved agent.

3.1 Results and Analysis

From the �tness graph shown in �gure 2 (left), it is di�cult to assess if any
learning has taken place, because the MCP is playing at a much higher level and
the evolved agent learns from a random nework in game 1 which is developed by
the evolved programs over the �ve game series. It seems quite di�cult to learn
from a highly skilled system in general.
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We tested whether the agent's level of play got better with evolution or not.
We tested them against less evolved agents and found that the well evolved agent
almost always beats the less evolved one, in some of the cases it ends up in a
draw, but in those cases the well evolved agent ends up with more kings and
pieces than the less evolved agent.

Figure 2(right) shows the variation in �tness of a well evolved agent (2000th
generation) playing white against, less evolved agents from various generations
(140 games). From the graph it is clearly visible that the highly evolved agent
always beat the less evolved ones. However, the well evolved player appears to
play better against players from later generation rather than earlier. The reason
for this are as follows: the MCP updates its database after every game and
plays a completely di�erent game even against the same opponent. This means
that it is di�cult for the agent to maintain its previously gained higher value of
�tness on a subsequent game. In order to acheive a higher �tness, the agent has
to play slightly di�erent game from its earlier games. When an evolved player
plays against close ancestral relatives they tend to play in a similar way making
it easy for the well evolved agent to beat it as evident from �gure 2(right).
Whereas they �nd it di�cult to win, when their opponents are distant ancestral
relative, since they play in a very di�erent way.

In a further experiment we studied the performance of evolved agents over
a 500 games sequence. One agent began each game with a random network and
the other (more evolved) was allowed to retain its network and develop it over
all the games. A well evolved agent from generation 2000 is taken and is allowed
to play against an agent from 50th generation. We set the rules of the game such
that both the agents are allowed to play 20 moves each, and the 50th generation
agent always begin playing each game with a same initial random network on
which it is trained, whereas the 2000th generation agent continues with the
network it had at the end of the previous game. The 2000th generation agent
plays as white while the 50th generation agent plays as black. The genotype of
the agents is kept the same throughout this experiment, only the architecture
develop (number of neurons and neurites change) and shape (neurite branches
continue to shrink and grow) during the course of game. At the end of each
game we have calculated the �tness of both the agents, and plotted against each
other. Figure 3(left) shows the �tness variations of the two agents calculated
at the end of every game, and Figure 3(right) the �tness averaged over �ve
consecutive games. The 2000th �tness represented by undashed line is always
above zero, showing clearly that its performance is better throughout 500 games,
while developing its network, but not that it improves at all. Figure 4(left) shows
the accumulated �tness graph of the well evolved agent over 500 games. From
these graphs it is evident that although changes in the network occur during
every game, the network sustains its integrity of getting higher �tness over the
less evolved agent, demonstrating that it does not forget how to play checkers
better. However, �gure 3(left) shows some peaks at various stages, these are the
cases when the highly evolved agent beat the opponent within 20 moves. This
is very interesting since while being evolved the agent was never able to beat
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Fig. 3. Fitness variation (left) of a highly evolved agent against less evolved agent, and
average �tness over every �ve games (right)

its opponent within 20 moves, as it is trained against a high skilled checkers
program (MCP). But during the development stage when it is allowed to play
more than 5 games it is able to do so. As it continues to develop and play
without evolution, its ability to beat the opponent within 20 moves seems to
increase as evident by the average �tness staying above the x-axis in Figure
3(right). Figure 4(right) shows the variation in number of neurons and neurites

Fig. 4. Graph showing the accumulated �tness (left), and network statistics (right)

of a well evolved agent (2000th generation) during all the games. From the �gure
it is evident that initially the network changes quite a lot, at some point reducing
to a minimum structure, and then stabilizes to a structure with a �xed number
of neurons and neurites. This is quite interesting as the network is still allowed
to develop but it stabilizes itself, while its branches continue to move around and
the weights of neurites continue to update. The network is not trained to �nd
a small network, but when it plays games continuously it continues to change
until it �nds a minimal suitable structure that can play well. This is evident
from the accumulated �tness graph in �gure 4 (left). From a close analysis we
found that every time a new game is started the network although updated,
repeats its initial moves, these cause it to make two double jumps taking four
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pieces of the opponent at the start. This is interesting behaviour as the opponent
always starts with the same initial structure, and it will repeat the same moves
if the developed agent (well evolved) also does. A number of games are studied
starting from game 100 (when the network appears to stabilize), the agent seems
to repeat its �rst 8 moves almost every time and this causes the agent to take
two double jumps over the opponent giving it an extra advantage. The developed
agent does not know when one game ends and another begins, yet it makes the
same initial moves with a di�erent network, forcing the opponent to repeat the
same mistakes, causing the opponent to lose the game. This suggests that the
agent responds to changes in board positions and is able to make the same
moves with a di�erent network. This demonstrates that stable behaviour can be
obtained when the CGPCN is changing.

4 Conclusion

We have described a neuron-inspired developmental approach to construct a
new kind of computational neural architectures which has the potential to learn
through experience. We found that the neural structures controlling the agents
grow and change in response to their behaviour, interactions with each other and
the environment, and allow them to learn and exhibit intelligent behaviour. We
used a technique called CGP to encode and evolve seven computational functions
inspired by the biological neuron. The eventual aim is to see if it is possible to
evolve a network that can learn by experience.
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