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Abstract—We report our experiences of attempting to con-
figure a single-walled carbon nanotube (SWCNT) / polymer
composite material deposited on a micro-electrode array to carry
out two classification tasks based on data sets from University of
California, Irvine (UCI)[1]. The tasks are attempted using hybrid
“in materio” computation: a technique that uses machine search
to configure materials for computation. The SWCNT / polymer
composite materials are configured using static voltages so that
voltage output readings from the material predict which class
the data samples belong to. Our initial results suggest that the
configured SWCNT materials are able to achieve good levels of
predictive accuracy. However, we are in no doubt that the time
and effort required to configure the samples could be improved.
The parameter space when dealing with physical systems is
large, often unknown and slow to test, making progress in this
field difficult. Our purpose is not demonstrate the accuracy of
configured samples to perform a certain classification, but to
showcase the potential of configuring very small material samples
with analogue voltages to solve stand alone computation tasks.
Such SWCNT devices would be cheap to manufacture and require
only low precision assembly, yet if correctly configured would
be able to function as multipurpose, single task computational
devices.

I. INTRODUCTION

As information processing devices in the modern era
reach physical limits with regard to the miniaturisation of
silicon logic gates [2], [3], the dispersal of carbon nanotubes
through an appropriate medium provides us with a new semi-
conductive material that could create configurable, nano-scale
devices suitable for computation [4], [5]. The NASCENCE
project [4] is tasked with investigating new materials and
techniques that show the potential to conduct computation
through nano materials, with the initial focus on carbon nan-
otube composites. The configuration method we describe here
relies on evolutionary search algorithms being able to exploit
physical characteristics of the material in order to perform
a computation. The configuration itself is carried out using
a standard PC controlling data acquisition cards to supply
static voltages to and record voltages from an electrode array
carrying the material sample. This form of hybrid computation
system we call computation ‘in materio’. We are not able to
offer an analysis of how the material may react or interact
with the configuration voltages. However this information is
not needed. Provided we are content with the computational
performance or accuracy, then the material can be treated as
a ‘black box’ that transforms inputs into our desired outputs
(see Fig. 1).
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Fig. 1. Overview of hybrid computation with ‘in materio’ configuration
performed by evolutionary search. The computer configures the application of
physical signals to a material and tests the output. A genotype of configuration
instructions is subject to evolutionary mutation. Physical output from the ma-
terials acts as computational input to the selection process. The configuration
loop stops when the computational inputs have found a solution or no more
improvement is required or possible. For an overview of evolutionary search
‘in materio’ and its relationship to other forms of analogue computation, see
[6].

While some materials have been configured to behave as
simple logic circuits [7], there has been little evidence that such
devices could perform higher level computation in an efficient
and consistent manner. Previous work in computer controlled
configuration of physical systems for computation has had
limited success [8], [6], [9]; results were sometimes unstable
[10], [11], able to carry out only low level processing tasks
[8], [12] or performed no better than exhaustive search [13],
[14]. Most work done on configuring materials to carry out
computation has used search-based algorithms to exploit phys-
ical characteristics within the material without much concern
as to how those characteristics could be formally understood
or engineered [15], [16]. Most recently on the NASCENCE
project itself, we have published results on various high level
computational tasks using SWCNT based materials, such as
the travelling salesman problem [17], function optimisation
[18] and bin packing [19]. Work has also been done on
configuring the material samples to behave as low level logic
circuits [20].



Fig. 2. Material sample slide shown with connections via the 16x16 crosspoint
switch matrix into the SCB-68 terminal blocks, each of which connects to
a dedicated National Instrument DAQ card that either records the analogue
inputs and configures the switch matrix, or generates the configuration and
data voltages.

II. HARDWARE AND MATERIAL DESCRIPTION

The NASCENCE consortium [4] is investigating candidate
materials and techniques that could be employed to configure
materials for computation. The project is looking at SWCNT
held in fixed, gel and liquid mediums (such as liquid crystal).
In this paper we report results using a fixed material system
(supplied by Durham University) prepared on gold micro-
electrode arrays with contacts arranged in either a 3x4 or
a 4x4 grid. The prototype 3x4 grid array has pads that are
40µm diameter with a pitch of 100µm, leaving an electrode
separation of approximately 60µm, while the later 4x4 grid
has a spacing of 50µm pads and separation.

We have tested two SWCNT based materials. The first has
a SWCNT concentration of 0.1% (by weight, purchased from
Carbon Nanotechnologies Inc. Houston, TX, USA) mixed with
poly-butyl-methacrylate (PBMA) and dissolved in Anisole
(VWR, analytical reagent grade). The second is 0.53% by
weight and mixed with poly-methyl methacrylate (PPMA).
Approximately 20µL of material is dispensed on the electrode
array which is then dried at 100◦C for 30mins to leave a “thick
film”. The density of SWCNTs within the sample can be quite
variable, and sometimes there maybe inaccuracies in the mask
to create the electrodes (see top left panel, Figure 2), however
these inconsistencies in the materials or on the substrate do
not appear to present a problem to evolutionary search and
demonstrate that automated configuration via machine search
is likely to overcome any manufacturing difficulties with regard
to material inconsistencies.

The electrode array being tested is connected to a 16x16
analogue cross point switch matrix which controls connections
from our electrode array to two National Instrument (NI) data
acquisition (DAQ) cards: NI PCI-6225, capable of reading
up to 80 analogue inputs (AI) and NI PCI-6723, capable
of generating up to 32 analogue outputs (AO). The cross
point switch matrix allows us to place configuration and data
voltages or to read analogue outputs from anywhere on the
array. The AI card first configures the cross point switch con-
nections. The AO card then generates the static configuration
and data voltages that are applied to the material. The AI card
simultaneously records the corresponding outputs from the
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Fig. 3. Top left: shows the SWCNT dispersal over an earlier prototype 3x4
grid electrodes (x200 mag). Note unevenness of material over electrodes and
the mask fault on the third electrode. While typical of a prototype device, these
inconsistencies do not appear to affect the evolutionary search performance
when attempting to configure the devices, suggesting that such materials may
not require the extreme precision manufacturing processes of silicon-based
logic circuits.

material. The switch configuration, static voltage generation
and measurements are all controlled using Mathwork’s Matlab
interface to the National Instruments DAQ card drivers.

The number of configuration and data voltages deployed
depends on the problem being tackled and the availability
of spare electrodes on the array. The configuration voltages
and electrodes to which they connect are decided by a 1+4
evolutionary algorithm (see Method section). The data voltages
are loaded up from the data set and transformed into static
voltages that have been appropriately scaled down so that the
maximum range lies within ±5V. The configuration voltage
range is restricted to ±3V and all connections are one to
one (i.e. one configuration or data voltage can only go to one
electrode). We apply the voltages for 0.1s (giving us a buffer
of 200 samples if the signal is sampled at 2000Hz) and take
mean values of the final 150 samples to minimize any noise
or “settling periods” within the material (the settling period
appears to be around 5ms, but this is not a confirmed material
response time).

The time required to configure the analogue switch and
set up channels on the DAQ cards can mean that testing one
configuration over a data set takes several seconds to evaluate.
For example, for the Iris classification task described below,
testing five configurations of the device against half the data set
(75 instances for each configuration) takes around 51 seconds.
While this is relatively “slow” to perform a search and evaluate
type of computational task, this is obviously not the time
required for the device to react once it has been configured with
the correct voltages. Once configured, we estimate the material
responds reliably to voltage inputs within 0.01s and perhaps
less, which would be on a par with similar analogue devices
such as sensors and within the range to allow the devices to
perform real world tasks driven by sensor inputs.

III. SEARCH TASKS AND METHOD

We have chosen two tasks to illustrate some of the prob-
lems likely to be faced by researchers working with machine
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Fig. 4. The two data sets contrast in complexity. We believe the ‘noisier’
looking banknote data in the lower plot (reduced to a ninth of its original
size so that it is visually closer to the Iris data set above) may be one factor
that made satisfactory accuracy difficult to achieve for configurations found
by evolutionary search.

search to configure materials for computation. While we have
already demonstrated that SWCNT materials can perform
computation that is not based on external inputs (see our
recent work on the Travelling Salesman Problem [17]), we
wanted to investigate whether these materials could form the
basis of a “machine trainable” device that would perform
simple classification tasks provided it was configured with
precisely calibrated voltages at certain electrodes. We chose
two classification tasks from the UCI (University of California,
Irvine) repository, each with contrasting data input patterns.
The first task is identifying false banknotes among genuine
ones. The data in this set is relatively complex and with
overlapping inputs. The second is the well-known Iris data base
with much simpler inputs. The sets are plotted for comparison
in Fig. 4.

A. Evolutionary parameters

The evolutionary algorithm uses the simplest form of the
1+λ schema, where λ = 4. In this schema, the best is kept and
4 copies are mutated for each generation. If a mutant scores an
equivalent fitness to the previous best it is selected to form the

subsequent generation so that the search continues to ‘move
on’ despite not increasing the solution fitness. Despite the long
configuration times, the evolutionary schema was chosen for its
simplicity rather than its efficiency [21], [22], [23] as we are
concerned with understanding the effects of parameters that
relate directly to the hardware, such as sampling times, the
number and range of configuration voltages with respect to
the voltages used to represent data inputs, different material
formulations or array design, rather than investigating the
software parameters to improve search efficiency. We impose a
limit of between 150–300 generations on the search, depending
on whether much improvement is seen beyond 200 generations
or whether a batch of 10 runs is likely to exceed 15 hours
(for example, a batch of 10 runs at 150 generations using 50
instances per configuration as training data took 21 hours 19
mins to complete).

The genome that represents the configuration has two parts.
The first part is the 256 bit string that represents the cross
point switch configuration. Mutation is allowed to change one
connection pairing (meaning two connections will be altered).
The second part of the genome is the configuration voltages.
The 4 voltages used in these experiments were subject to either
one or two mutations per generation. The mutation is free
to choose any value within the voltage range. The Banknote
task used one mutation per generation between ±3V. The Iris
classification used 2 mutations per generation between ±2V.

B. Banknote classification

The banknote classification task has two classes (fake or
genuine banknote, represented as a binary value) and four
floating point attributes that can be either positive or negative,
representing features obtained by the wavelet transform of
grey-scale images of the banknotes that had been scanned at a
resolution of 660dpi [1]. The low number of data inputs to the
classification task meant it is ideal for our prototype devices
which are currently limited to either 12 or 16 electrodes.
We used 4 electrodes for the data inputs and a further 4 for
configuration voltages exposed to evolutionary mutation. The
data inputs are scaled so that there is no risk of electrical
damage to the material when their values are converted into DC
voltages. Two electrodes are used to assign the outputs (fake
or genuine), whichever electrode has the larger voltage value
determines the predicted class for that data instance (these
electrodes are selected by evolutionary mutation).

The data set contains 1372 instances. The number of fake
banknotes in the data set totals 55.54% and the set is ordered.
We randomise the data before dividing it into two parts: a
training set of roughly three quarters of total data and a test
set comprised of the remainder. As testing a configuration is
time consuming (approx. 80s for 5 configurations tested on 100
instances each), we cannot test each configuration against all
1029 instances in the training set even using small populations.

In order to try and improve the speed of the search and
maintain high fitness scores, we devised several schemes that
increased the initial size of the data set once a configuration
had been found that achieved 100% accuracy for that set. Thus
a configuration that achieved 100% on 10 instances of the
training data would receive 20 instances in the next generation;
the data set incrementing by a given amount with more



randomly chosen data samples each time it achieved 100%
accuracy. However it proved difficult to achieve 100% accuracy
on even quite small data sets, therefore the search would often
remain ‘stuck’ using small data sets, which meant the results
were unable to generalise for the much larger amount of data
in the test set. We eventually decided to abandon increasing the
data sets as the final configuration results were poor. However,
it should be noted that both incremental and fixed size schema
had problems either with the amount of time to run the search
or the resulting accuracy levels on the test data sets.

We also tried using fixed size data sets that although they
are initially chosen at random, are retained for the whole
evolutionary run. In this type of strategy it was presumed
that evolution would ‘over fit’ the solution by achieving 100%
accuracy on the fixed data set, giving poorer results on the
test data. However, despite trying quite long evolutionary runs
(over 42 hours) of up to 500 generations, we were unable to
achieve perfect accuracy with the fixed data sets. It appears
that the random selection of data may have helped previous
schema in this regard (i.e. a configuration that was very close to
perfect would eventually ‘get lucky’ with a random selection
of data that it could predict perfectly). To our surprise, our
evolutionary algorithms frequently struggled with getting stuck
on local optima and often failed to find good configurations
that we knew existed for the materials being tested. Our final
results were achieved by exposing the evolutionary search to
randomly selected instances of data at every generation. We
discuss some possible reasons for the poor evolutionary search
results on fixed data sets in the Results section.

1) Fitness function for banknote classification: As the
binary classes are unevenly distributed in the banknote data
set, we experimented both with simple predictive accuracy
(percentage correct) and the Matthews Correlation Coefficient
(MCC)[24] as our fitness criteria. The MCC has the advantage
that although a random sample of 50 data instances may have
a skewed distribution of one class, the MCC will assign a
relative score that takes account of the distribution. The MCC
is implemented as:

MCC = TP×TN−FP×FN√
(TP+FP )(TP+FN)(TN+FP )(TN+FN)

where TP is the number of true positives, TN the number
of true negatives, FP the number of false positives and FN
the number of false negatives, and assigns a coefficient of ±1:
“a coefficient of +1 represents a perfect prediction, 0 no better
than random prediction and −1 indicates total disagreement
between prediction and observation.”[24] The same measure
is also used to gauge predictive performance on the test data
set.

As the MCC always returns a value between ±1 regardless
of the number of data instances being tested, the plots for
those searches that used incremental increases in data set size
on achieving a MCC score of 1 gave the impression that the
search was returning random fitness scores, when in fact it
was improving in fitness but having to deal with larger data
sets. To get round this, we allowed a previous configuration
that had scored 1 to keep that score and add it to subsequent
MCC scores. Thus a configuration that had previously scored
1, might return an MCC score of 0.456 on the new data
set. We would adjust this to become 1.456. This allowed the
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Fig. 5. Ten evolutionary runs using incremented MCC scores as a fitness
measure on fixed but incrementing data sets from the banknote training data.
The plots show the fitness of the best performing individual of each generation.
We can see here that the best runs only increased their data set sizes once,
and some even failed to achieve 100% accuracy on the smallest data set
size (in this case 10). These results are for the 4x4 electrode array using
the SWCNT/PBMA material.

fitness plots to look more like typical evolutionary searches
(see Fig. 5).

One issue of concern with using the MCC is that for low
data set sample sizes, the MCC will often return a value of
zero. For example, if out of five predictions, a configuration
predicts all banknotes are genuine and in reality one is false,
the MCC will return a score of zero for that prediction (i.e. no
better than random), despite achieving an accuracy of 80% on
the sample. We found in our earlier schema where we tried to
improve the speed of the search by starting with small data sets,
the high number of zero scores meant evolution had almost no
gradient in the solution space to select against, often resulting
in the search getting stuck on local optima (see Fig. 5). As a
result of this, we eventually reverted to a fitness measure of
predictive accuracy (how many predicted classes are correct,
regardless of type or distribution of one class in the sample),
while retaining the MCC to give an unbiased measure of a
configuration’s predictive accuracy on the test data of 342
instances.

C. Iris classification

The Iris classification task is one of the most well-used data
sets in the UCI repository. It is small (150 data samples evenly
distributed across 3 classes) and like the banknote data set has
just four real valued attributes, making it easy to implement on
our small electrode arrays. The data set attributes are floating
point values that were scaled by a factor of ten to make
them align with the configuration voltage range. We used 4
configurations voltages (having experimented with 3 and 5
voltages) with a range of ±2V (again after experimenting with
other ranges, see discussion below). 3 electrodes were used for
the outputs to signify which class the data instance represented.
In a similar fashion to the banknote classification task, we used
the maximum value of the outputs and its index to signify
the class, i.e. if the largest voltage output was recorded on
electrode no. 2, then we predict the data instance represents
class 2 (each iris class was given a numerical representation).
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Fig. 6. Top plot shows ten evolutionary search runs showing increasing
accuracy of the best performing individual per generation in training 4 voltage
configurations on a randomised sample of 50% (75 instances) of the UCI Iris
data set. The lower plot shows 6 evolutionary search runs training 4 voltages
on a fixed sample of 50 randomly selected instances from the UCI Banknote
data set. In both sets good scores are possible, but the majority of runs
failed to evolve beyond a certain fitness (we have not plotted the averages
due to the very low number of runs that were possible). Both sets used the
SWCNT/PPMA material on a 4x3 electrode array.

1) Fitness function for iris classification: As the data in the
Iris set is evenly distributed between the three classes there is
no need to employ a three way confusion matrix or use a
variant of the MCC, provided that the split between training
and testing data has an equal distribution of the three classes.
In our case, we randomly split the training and testing data
sets into 3 groups of 25 instances of each class. The order
of these was then randomised before testing on the material
samples.

IV. RESULTS

The generally poor results at trying to configure the mate-
rial samples to perform either classification task are a source
of frustration to us, as it is possible to see instances (such
as in the top plot of Fig. 6 and Fig. 8) that demonstrate
accurate class prediction is possible with the material provided
the right voltage configuration is achieved (the best individual

scored 95.04% accuracy on the test data set). The question
facing us is why we are unable to find good voltages that
raise the fitness levels during the majority of runs doing
the evolutionary search. In a software only environment, the
computational performance means that it is a simple matter to
conduct parameter sweeps to fine tune settings related to search
times. In a system integrating with experimental hardware,
the time to conduct trial runs to discover good parameters
is often limited, principally due to the time it takes to run
the search. Secondly, it is difficult to understand what is
happening within the material samples with respect to the
voltage outputs. We have little idea how the material reacts
to higher or lower voltages, and whether or not the material is
consistent across all electrodes. Such hardware factors maybe
as important as software parameter settings in determining
search performance.

However, it is clear that due to time constraints we are lim-
ited to generating a small number of mutations per evolutionary
run. Compared to a software only environment, our search runs
are generally capped at very low numbers of generations. For
example, given 300 generations as an upper limit, we may
have a maximum of 4 configuration voltage mutations per
generations (one per configuration, giving 1200 mutations for
the entire search). It may be the case that if we were able to
run the searches for longer, we would eventually get higher
levels of predictive accuracy for the classification tasks. But
attempting to discover good parameter settings by adopting
a‘test and evaluate’ strategy for a search that take up to 20–40
hours per run is not practical. We are compelled to use fewer
generations, very short sampling times and low numbers of
data instances in training, simply to ensure we can get results
back in a reasonable amount of time that will give a basis on
which to choose new parameters for further experiments.

It may be that for both these tasks, our mutation rate
is either too small, or its range is too great (particularly as
higher fitness levels are approached). If we look at the fitness
of the population over time, it’s clear that most mutations
have a disastrous effect on the original fitness score of the
parent, suggesting that the solution landscape has a few, sharp
spikes of high fitness with extremely steep gradients, making
it difficult for evolution to hill-climb without some Gaussian
operator to limit the mutation range once higher levels of
fitness have been achieved. But this in turn begs the question
of how likely is it that a semi-conductive material, such as
SWCNT in a polymer base, would generate such a solution
landscape for the voltage configurations?

It may be the case that the material is highly sensitive
to small step changes in voltage inputs. Another possibility
is that sometimes the outputs are so close that distinguishing
which carries the larger voltage (to determine the class) can
be affected by signal noise. This would seem to be the
best explanation for the fluctuations seen in the high fitness
individuals for both tasks (see Fig. 6), even when using fixed
data sets. If we look at the buffer outputs that relate to the
three classes for the Iris data set, we can see how the physical
nature of the material response to its voltage configuration
might present a problem for evolution.

In Fig. 7, the top plot shows a typical starting point of
an evolutionary search where all 3 outputs are widely spread
with no overlap, but with one class dominating the predictions.
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Fig. 7. Four examples of output buffers while training on the Iris data set. A
single configuration voltage is tested with 75 instances of the data set voltages
(each vertical line indicates the start of new data instance). The 8 voltages are
input for 0.1s and the 3 outputs sampled at 2000Hz, giving a mean of 200
samples each per data instance. The index of each output is ranked (the largest
value then estimates the Iris class). Each of these buffers represents a different
type of hardware problem for evolutionary search to overcome (see main text).

The second plot shows a typical buffer after a few generations,
where although two outputs show some variety of response to
data inputs, they dominate the output so that the predictions
are limited to those two classes with the third class never
being predicted. The third plot is an example of an unstable
configuration. In this case, the differences between the top
two outputs are sometimes in the microvolt range and can
suffer from noise changing their numerical order (i.e. which
output carries the larger value), which in turn changes the
fitness score for that genome. If this configuration is selected
and copied to form the next generation, the entire population
may contain unstable configurations that can cause evolution
to ’go backwards’ and start recording lower fitness values. The
final plot shows a typical configuration after 50 generations.
In this instance we can see that the buffer outputs are more
mixed, with a greater variety of predicted class being achieved.
However even in this case, the genome struggled to the get the
configuration to move the lowest voltage output closer to the
other two. This issue is an area of weakness for our fitness
assessment, as in order to get a sensitive configuration that
responds well to the data inputs, it may be the case that the
three outputs need to be quite close in terms of their voltage.
We have noticed that good configurations often have outputs
that span a range of just a few tenths of a volt. We suspect
that as evolution converges the outputs towards similar values
the easier it is for the material to respond to the data input
voltages, but conversely the greater chance there is of having
an unstable configuration due to hardware noise affecting the
outputs. This would seem to be the most plausible explanation
behind the best individual training result seen in the top plot
in Fig. 6, which is also the most unstable.

Faced with these difficulties and poor search results, we
eventually tried a schema to expose the evolutionary process to
the widest possible amount of training data, while maintaining
reasonable run times. In this schema, a randomly chosen data
set was set at a fixed size (50 instances of the banknote training
data set) and each generation was given a new set to test
against. This meant that although the best configuration was
always passed on unaltered to the next generation, it would
receive a totally new set of random data to be tested against,
perhaps resulting in a lower fitness score. We found that to get
good fitness scores (i.e. those that scored above 80% accuracy
on the test data), we needed to use this type of schema with
relatively large data sets (50-100), unfortunately resulting in
very long evolutionary searches to find good configurations (15
hours or more for one search, almost a week of computational
time for a batch of ten). However we are working on ways to
reduce this time and believe that we can more than halve it.

The resulting plots in Fig. 8 of the best performing in-
dividual per generation show a widely fluctuating predictive
accuracy during the evolutionary run. However it is possible
to discern a gradual improvement in all of the searches towards
the end of the run (the results of just 5 runs on the training
data are shown for clarity). Despite only two runs achieving
100% accuracy in their predictions, all the runs scored over
85% accuracy on the test data sets, with the highest scoring
95.04%. These results, although they may not look like typical
evolutionary search plots, demonstrate that machine search can
find good configurations to allow SWCNT materials to perform
classification tasks. Once we know a good configuration, if we
can supply the selected electrodes with sufficiently precise DC



0 10 20 30 40 50 60 70 80 90 100
0

5

10

15

20

25

30

35

40

45

50

No.cofcGenerations

Fivecevolutionarycrunscusingcrandomisedcdatacsetscofc50cinstancescfromcthecBanknotectrainingcdata
P

re
di

ct
iv

ec
ac

cu
ra

cy
c(

sc
or

ed
co

ut
co

fc5
0)

Fig. 8. Five evolutionary search runs showing a gradually increasing
accuracy of the best performing individual per generation in training 4 voltage
configurations on 50 randomly selected instances of the banknote data set
using the SWCNT/PBMA material on a 4x3 electrode array. Despite the erratic
fitness scores from generation to generation, the final configurations were able
to generalise and give good accuracy on the test data set (between 85.7–95%
based on their MCC score. The vertical lines indicate the run stopped after
achieving an MCC score of 1).

voltages, the device can perform the classification task without
the processing power of software running on a PC.

V. FUTURE WORK

The next stage of our project is to investigate the possibility
of scaling the size and type of problem that can be tackled by
the devices. Currently we are limited to 4x4 electrode arrays.
However, we have already confirmed that it is possible to
solve larger problems using evolutionary search by splitting
the genome configuration across more than one device. This
means that we can scale up to larger problems with many more
attributes with relatively little increase in configuration sam-
pling time. We plan to demonstrate the concept using two 4x4
electrode arrays on two glass slides, giving us a configuration /
data input parameter space of 64 electrodes. The arrays will be
controlled by four 16x16 cross point switches on a bespoke
PCB produced by the Norwegian University of Science and
Technology.

VI. CONCLUSION

This report outlines our preliminary investigations in learn-
ing how we can configure a new generation of SWCNT
materials to carry out computational tasks. Despite the diffi-
culties of using experimental hardware devices with unknown
electrical behaviour, and the lengthy times required to train
such devices to carry out high level computational tasks, we
believe our work suggests there is potential in such devices
to fulfil perhaps niche roles as intelligent sensors that can run
on very low voltages, are cheap and simple to manufacture
and configure, and which can be trained to perform a range of
stand alone classification tasks.
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